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Abstract:  We introduce the ernad system for managing distributed current awareness reports. 
1. Introduction

In the early days, the business model digital libraries tended to mimic the design of physical libraries. Typically, the digital library has been a structured collection of documents made available through an interface of its own, just like the physical library is an organized collection of printed documents that is made available through its own interface, i.e. the library building, shelves, staff etc. More recently, more a more distributed approach has come about. Here, digital libraries are collections of data that are used through several interfaces operating independently and simultaneously. One example from academic library world is the RePEc digital library for economics, see http://repec.org. RePEc was founded in 1997, but dates back to earlier efforts made by Thomas Krichel as early as 1993. One important feature of RePEc is that the collection is both composed and used in a decentralized fashion. Currently there are over 700 contributing repositories. They furnish data about documents, and possibly the documents themselves. They contribute to a collection which has sufficient structure to function like a conventional abstracting and indexing database. With 453,000 records, the database has reached a respectable size. The database is used in many services. This basic modus operandi from the RePEc database has been extended and more formally standardized in the Open Archive Initiative’s protocol for Public Metadata Harvesting. This protocol has received wide-spread attention. This is a clear affirmation that the business model pioneered by RePEc in 1997 is an interesting one. 

In this paper, we consider another pioneering piece of work coming out of the RePEc community. It is the “NEP: New Economics Papers” current awareness service for new additions to RePEc. This is a human-mediated current awareness service. The idea is that new additions to RePEc are circulated to a group of editors. All editors specialize in a certain subject. Thus, they filter the new entries manually into subject specific reports. Issues of these reports are circulated via dedicated email lists.

Everybody will agree that a current awareness service is a important service of a digital library. Some readers may question the need for a human-meditated current awareness services (henceforth: CAS). There are other ways to provide a current awareness service. [We are not sure if it is worth expanding on this point.] A human-intermediated system may be of higher quality than a machine generated CAS. We expect humans to outperform machines in situations where the dispersion of terms is low. That is typically the case for academic papers within one broad discipline, say sociology or biology. The problem with a human-mediated system is the cost if the editors’ time. Within academic environments, we can solve that cost problem by using doctoral students or junior professors as editors. They can do this in their research time as a service to the profession. The value of name recognition is a crucial incentive to participate. However, even with this incentive problem solved, building a human-based current awareness system for a whole discipline is not trivial. You will believe that when you read on.
 This paper deals with the architecture of the system that provides the composition service to the report editors. It is organized as follows. In Section 2, we discuss requirements. In Section 3, we describe the system as it runs now. In Section 4, we discuss evaluation methodologies. In Section 5 we offer conclusions.

2. History of NEP leading to requirements for ernad
The origin of NEP is an email of Thomas Krichel of 1998-02-04 to an economists’ discussion list requesting editors for a CAS to come forward. The initial set of editors came from respondents to the initial email. Other people from the RePEc community joined. The service was called “NEP: New Economics Papers”.  The operational details were contained in a document, called the York protocol. It was first drafted by Thomas Krichel and Vania Sena in York, UK on 1998-02-14. It went through several revisions; it was never made publicly available and it is now obsolete. The basic concepts of the York protocol were as follows. There is a series of reports on new additions to the working paper stock RePEc. Each report is called a NEP report. Each report contains the metadata about papers that pertain to a certain subject, according to the judgment of a person called the report editor. Each report takes the form of a serial, i.e. it has a number of issues. Each issue is dated at the time when it appears. Report editors are free to create issues of the reports as and when they see fit. Each issue is circulated as an email to a list of recipients using mailing list software
. Reports are identified by a handle that obeys the case-insensitive Perl regular expression nep-[a-z]{3}. A special code nep-all is reserved for a list of all new papers. Users can subscribe to nep-all, like they subscribe to any report. But nep-all is not a NEP report because it has not been edited to contain only papers of a certain subject. It contains all the papers that are available to the editors.
The York protocol defined the role of a general editor. This is a person in overall charge of the substantive aspects of the service. The first holder of this position was John S. Irons. From October 2000, Bernardo Bátiz-Lazo, served as general editor. The general editor accomplishes several important functions. First, (s)he hires editor for the reports and makes sure that they are included in the nep-editors mailing list. Usually, the editors are PhD students or junior university faculty. Each editor is responsible for one or more subject areas. The subject area usually corresponds to the editor’s research interests, though extensive subject expertise is not required. Nowadays, the general editor examines CVs of candidates for editorship. But there is no formal process of editor selection. Second, s(he) composes nep-all. This list used to be generated by computer only. However, since the tenure of Bernardo Bátiz-Lazo, the general editor edits this data. This prevents old papers documented in RePEc archives that have just opened to flood the reports. This operation has to be done “by hand” as the archives may not furnish formal publication dates
. Finally, the most important overall task of the general editor is to monitor service quality. Clearly with over 70 individual reports this is a daunting task. How technology can be called in to help is an important issue that we will come back to later. 

The technical implementation of NEP has largely been the work accomplishment of José Manuel Barrueco Cruz. Each week, a script calculates the most recent additions to the working papers in the RePEc database
 to compute an issue of nep-all. Once the nep-all issue is inspected by the general editor, another script prepares a proposed report issue. This has the format of an actual issue, i.e. it contains the name of the report, the name of the editor, date of the issue, and, of course the bibliographic information about the new additions. The bibliographic information has two sections. First, a header has titles and authors only. The header section is followed by a body section with the bibliographic information nearly as complete as the RePEc dataset affords, that is, possibly with abstracts and with URLs to full texts. In the early days of RePEc, the full-text links lead directly to the (possibly, but rarely multiple) components of the full text of the paper. Later, ??????? they linked to a CGI script running on a special machine which then initiates the transfer of the full text. This is done for logging purposes, to assess the importance of NEP in the overall collection of RePEc cross-service usage log by Sune Karlsson’s LogEc project, see http://logec.hhs.se. In ????-?? the identifier of the report has also been added to the CGI script link. This should allow for a NEP-wide assessment which NEP reports contribute most to the dissemination of papers in RePEc. 

The proposed issues are circulated by email to a group of editors. Each issue arrives at the editor’s inbox with all new papers that have been added to RePEc. The editor then weeds through the report to eliminate all the papers that do not belong to the subject matter of the report. (S)he has to do this both on the summary data and the full data section. Since 2000-02-10, a web interface for the composition of reports, by Jose-Manuel Barrueco Cruz and Sune Karlsson, was available. For security reasons, it was not publicly advertised. From that time, until the introduction of ernad, we are not aware of how many editors used the web interface versus how many massaged the proposed issue in a text editor. 
Initially, NEP used the UK national academic mailing list services supported by the Joint Information Systems Committee (JISC, see http://www.jisc.ac.uk) of the UK Higher Education Funding Councils. JISC first supported Mailbase at http://www.mailbase.ac.uk. It ran mailing list software built in-house. In August 2000 it switched to a new system, JISCMail at http://www.jiscmail.ac.uk. 
Krichel (2001) proposed major reform and development plans for NEP, the so-called Aeroflot proposal, see http://openlib.org/home/krichel/aeroflot.html. In late 2002, Thomas Krichel and Jeremiah C. Trinidad set out implement some preliminary steps for the implementation of the Aeroflot proposal. The key objectives was to give NEP its own mailing list system., because negociation with outside list managements service providers was proving to be cumbersome. In addition Trinidad and Krichel tried to centralize the logs of NEP which were until that time dispersed on external systems. During late 2002 all the lists from the JISCMail were moved to an in installation of Mailman hosted by an account on a machine of Washington University of St. Louis In addition, they downloaded the Mailbase and JISCMail logs in order to have a complete set of logs from the beginning of the NEP era. The data we presented in the Barrueco Cruz et al. (2003) in this paper has beefrom the downloaded and unified logs. This turned out to be very complicated procedure on a technical level. The data proved very deficient. In principle, one only needs the handle of a paper, and the date when the issue was issued.  There are a number of deficiencies in the data
. In particular, the dates of emails and the dates on report issues can be erroneous. 

At its inception, NEP was technically quite trivial. It was an email based system. A central machine generated an email containing all new additions to the system. 
Much of requirements come from the pre-ernad phase of NEP. Therefore these requirements are evidence-based. Evidence comes from historical facts about NEP.
Barrueco Cruz et al. (2003) carried out an empirical assessment of NEP. Their key focus is the coverage ratio. That is the ratio between the number of papers out of a nep-all issue that received at least one announcement, and the papers in that some [same] nep-all issue. Since the number of subject reports has been growing over time [has been growing over time], one would have expected an improvement in the coverage ratio over time. But instead the coverage ratio remains static at around 70%, which the Barrueco Cruz et al. (2003) deplore as a “serious problem of coverage”. Using a graph, they illustrate that the coverage ratio seemed to be negatively related to the size of the nep-all. Bakkalbasi and Krichel (2005) confirm this idea using formal inferential statistics. Raising the coverage ratio has been a concern of NEP managements since the appearance of these papers. Barrueco Cruz et al. suggest that editors need to be better policed. One way to do that is to look at the time it would take the editor to create an issue. However, such data was not available to the because of poor archive keeping.  Their other suggestions such as sharing of the editor job between editors, or the creation of a report hierarchy, have not been given serious consideration by the NEP bigwigs. Chu and Krichel (2003) .
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3. Functionality and structure of the ernad composition service
The composition interface for editors is implemented in the ernad software. ernad stands for editing reports on new academic documents. It is written in Perl and is built for Debian GNU/Linux systems. The web interface uses mod_perl
 running on an Apache 2.x HTTP server. 
Composing an issue is a five-step process (see chart below): notifying the editor that new documents are ready for review, selecting the papers to be included in the issue, sorting the selected document for ranking, previewing the final issue, and finally mailing the issue to the subscriber community. 
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The process starts when the subject-specific editor receives an email notification alerting her to a new report issue. This report issue (a pre-sorted allport report) is generated by the ernad software under the direction of the NEP general editor using ernad. The NEP editor then accesses the ernad service by entering the URL of a specific domain called the composition domain. The ernad software runs on the machine in this domain. A login script (index.pl) executes which presents the editor with entry fields for report name and password. The report name is simply the report_id of the subject-specific report. Passwords are stored in plain text in the service configuration file, service.amf.xml, where service is the name of the ernad service. Once the editor has successfully logged in, ernad checks at which stage of the editorial process the editor terminated her last session and restores the information from that point in time. If the editor has completed an issue, she is presented with a list of dates from which to choose the next issue.
 Once the editor selects the desired date, she clicks on either the “Presorted” or “Unsorted” button to display the list of documents from the allport issue of that date in Presorted or Unsorted order
.  The editor then chooses which documents (if any) should be included in the issue. If the editor selects no documents, the list of proposed documents is shown again. If there are no relevant documents, the editor must delete the issue from the issue selection screen. Deleting the issue from the list of proposed issues to work on does not actually delete the RIF
. Instead, it places an empty sent files in the directory of sent issues. A problem arises, however, when there is a discontinuity in the  editorialship for a subject. Under the current software, the 
Once documents have been selected by the editor, the next step is to rank the order of the selected papers. The next screen which follows the working paper selection provides the option for the editor to sort the selections by a relative numeric rank. The editor can rank each paper by directly entering a number in the rank column or by clicking on the increment/decrement buttons. Having entered the desired sort order for the selected papers, the editor clicks on the “sort” button at the bottom of the screen to preview the new sorting order. Any changes can then be made to the sort before committing the sorted selection of papers to the next step, report preview.
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Prior to generating the mailing list of selected and sorted working papers, the editor has a chance to preview the final list in either HTML or text format. The final list preview includes the selected paper’s title, author(s), URLs to the delivery service, abstract, keywords (if supplied), and JEL classifications (if supplied). A sample of the HTML preview report is shown below.
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A text version of the preview report is also available. But text and HTML versions are sent as a single multipart/alternative to the mailing list. 
Despite the simplicity of the user interface, ernad is a rather complex piece of software. From a file system perspective, the ernad higher-level directory structures are shown in the diagram below. 
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The following table lists the contents and/or function of each of the sub-directories.
	Directory
	Description

	amf/
	Symbolic link to the source of the AMF data that ernad collecting.

	doc/
	Contains ernad documentation in HTML format.

	etc/
	Contains ernad configuration files:

	
	apache
Apache2 configuration files for the web server that is owned by the user ernad.

	
	ernad.conf
ernad system configuration file (see below).

	
	reports.amf.xml 
NEP report configuration file.

	html/
	Contains HTML files that are required by the system:

	
	no_issues.html
is used when there are no report issues for the editor to edit.

	
	no_more_issues.html 
is used after the editors have finished working on a report issue and there are none left to edit.

	perl/
	Contains the Perl scripts and modules:

	
	dbcheck.pl
[check this]

	
	delete_old_reports.pl
is a utility that deletes all reports with a certain date.

	
	index.pl 
executes when there is a connection to the ernad site (e.g., when an editor logs in).

	
	

	
	list_reports.pl 
is a utility that lists all reports.

	
	make_all.pl 
is run at the command line by the general editor to create the allport issue (i.e., nep-all)..

	
	monitor.pl
builds a page that shows date of last editor activity for each report.

	
	n.pl 
is the download script. It is called as n in the browser, therefore we have a soft link n to it.

	
	

	
	

	
	presorting.pl 
creates the presorted report.

	
	processreports.pl 
creates directories that are required by the report. Must be run every time a new report is added in reports.amf.xml.

	
	

	
	

	
	

	
	startup_for_main.pl 
is the mod_perl startup file for the main ernad server, i.e., the one owned by the user ernad.

	
	

	
	

	perl/Ernad/
	Contains the Perl modules:

	
	Checking.pm 
implements pre-datebase, post-datebase, and check_futli functionality.

	
	Common.pm 
contains common functions.

	
	Constants.pm 
contains constants (e.g., directory or file names).

	
	Dates.pm 
contains functions to process dates.

	
	Final.pm 
contains functions to process and generate the HTML/text/send stage.

	
	Generate.pm 
contains functions for generating the allport issue (i.e., nep-all).

	
	Globals.pm 
contains functions for the startup. It is called when the main Apache software starts up.

	
	Issue.pm 
contains functions for the issue selection process.

	
	Login.pm 
contains functions for logging to the system. This is the first module that is activated when a user connects.

	
	Main.pm 
is the main module that determines the current state and calls other modules.

	
	Papers.pm 
contains functions for the paper selection stage.

	
	ReportState.pm 
contains functions for sorting, select, and deleting papers in issues.

	
	Sorting.pm 
contains functions for sorting papers in issues.

	var
	Contains the output of the system at various editing stages:

	
	issues/
contains data files for all issues.

	
	reports/ 
contains data files for all reports. This is explained in more detail below.

	
	

	
	

	
	

	xsl/
	Contains various XSL transformation scripts:

	
	amf2html.xsl
creates an HTML version of the report shell.

	
	amf2text.xsl
creates a text version of the report shell.

	
	

	
	

	
	rhtml.xsl
creates an HTML version of the report contents. Is called by an XSL include from amf2html.xsl.

	
	rtext.xsl
creates an text version of the report contents. Is called by an XSL include from amf2text.xsl.


Four IP domains are used by the ernad service (see figure below). The composition domain is specified in the Apache2 configuration and is the domain of the virtual host that ernad uses. The Apache configuration lives in home/etc/apache and is represented on the operating system level as a symbolic link. The other three domains are: delivery, service, and list. The delivery domain is configured in the ernad.conf file and points to the host domain for NEP, typically, d.repec.org. The service domain denotes the report composition service which the editors use to peruse, order, and issue NEP reports to subscribers. Finally, the list domain indicates the location of the mailing lists that the ernad service uses. This domain is found in home/etc/reports.amf.xml.
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The ernad service is configured using the file found at home/etc/ernad.config. The table below lists the configurable options for an ernad service:
	Option
	Values
	Description

	UniversalPassword
	string 
	This the password to login into any report interface.

	GeneralEditor
	string 
	This is the report_id of the allport (i.e., nep-all).

	DebugMode
	0 or 1 
	If DebugMode is 1, then the final report issue email is sent to  the editor's personal email address (for debugging purposes). Otherwise it is sent to the email address of the report.

	DebugInfo
	0 or 1 
	If DebugInfo is 1, then the debug information is shown while working with report interface.

	
	
	

	
	
	

	
	 
	

	
	
	

	GESendMail
	0 or 1 
	If GESendMail is 1, then the issue of the allport is sent to the general editor.

	ExperienceLength
	string 
	This sets the default experience length as yyyy-mm-dd. Thus 0001-02-23 is one year, two months, and 23 days. Months are counted as 30 days.

	
	
	


An example ernad.config file is shown below: 
UniversalPassword
=
######
GeneralEditor

=
nep-all
DebugMode

=
0
DebugInfo

=
0
MailList

=
lists.repec.org
Links


=
d.repec.org
PapersDir

=
/home/oaiadm/oai/lib/amf/RePEc/
GESendMail

=
1
PapersIdRestrict
=
^RePEc((:rus)|(:eee)|(:aea)|(:fth)|(:all)|(:edi)|(:per)|(:ras)|(:fth)|(:wop))
WebArchive

=
/home/ernad/ernad/public_html/report/
SVM_lightDir

=
/home/ernad/bin/
ExperienceLength
=
0001-01-00
FutliCheckingDir
=
/home/ernad/var/futli/

The diagram below represents the report directory structure. For each NEP report issue (e.g., nep-xxx, where xxx is an abbreviation for the report series), a set of directories captures the result of each stage in the editorial process. Each directory is named for the processing stage whose outcome is captured. 
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[more to follow]
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Pre-sorting of the subject-specific reports culled from the nep-all report is performed by an external program called SVMlight
. ernad uses SVMs to “learn a function from preference examples, so that it orders a new set of objects as accurately as possible” (Joachims, 2002). The editorial activities occurring within NEP are a natural fit for such ranking processes. [further explanation of pre-sorting using SVMlight continues here]
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� Note: the email lists are not the reports. Although each email lists carry the same name as a report, they are simply means by which individual issues of the report are circulated. 


�The result is not perfect. Christian Zimmermann has informed us that a paper by Aristotle made it into nep-all recently.


� The RePEc database holds both working paper and article data. Working paper data describe papers that report recent research findings prior to formal publication. Article data concern peer reviewed papers.  NEP, at moment only looks at working paper data only. This was a deliberate decision at the time when NEP was set up. The main reason is that the peer review process takes very long in economics. Delays for three years, not counting resubmissions, are common, and with resubmission, it can take five years for a paper to get published. Thus articles are not exactly new papers. In fact research active economists, especially at the top end of the profession, work with working papers, or even drafts that are circulated through private channels.   


� Space constraints prohibit a detailed 


discussion of these issues here. Interested readers should contact Thomas Krichel.


� Mod_perl library licensed by the Apache Software License � HYPERLINK "http://perl.apache.org/" ��http://perl.apache.org/�, It is described as “the marriage of Apache and Perl” and “brings together the full power of the Perl programming language and the Apache HTTP server.”


�If no such data can be found, the system apologizes to say that the editor is up to date with her work.


� We will explain the difference later. 


� Report Information File


� SVMlight is a software implementation of a Support Vector Machine, a statistical analysis method which belongs to the family of “linear classifiers that can be used for classification and regression problems” (http://bioinformaticsonline.co.uk/comment/reply/487/?quote=1).





