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Abstract: I introduce systems that announce new academic documents from a library of document descriptions. These announcements are organized by volunteers. I propose that this is an effective additional way to disseminate academic documents. I discuss basic features of a software system I wrote to enable such services.

Реферат: Я представляю системы, которые позволяют делать выбор  новых научных документов из библиотеки. Новые документы выбирают волонтёры. Я полагаю, что это эффективный дополнительный способ для распространения научных документов. Я расскажу об основных особенностях программной системы, которую я написал для того, чтобы создать такие услуги для читателей и волонтеров-селекторов.
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1. Introduction and motivation

I understand that this is a meeting for academic publishers. You organize the production and distribution of academic documents. You deliver them to readers. Readers, usually, are other academics.

Conventional wisdom has it that the average academic reads for one hour a week. Thus, attention to academic papers is rather limited. Publishers need to make sure that their documents get to the readers that may be interested in them. This is the generic problem I will talk about today. Let’s call this the academic awareness issue. In this paper, I write about my perspective on this issue.

I am not a publisher, but a librarian
. As such I am interested in building collections of documents. And then I build services that use the collections. This background has an impact on my own view about the academic awareness problem.  As I see it, we have documents and we have readers. One way to get documents to readers is to gather a collection of them in a library. Then survey the library for new documents periodically, say, every week. Then send an alert to a potential reader for a subset of the documents deemed to be in the reader's interest.

Such a service is called a “current awareness” service, in library speak. Chances are, you have not heard about the term. But it is surely one way to address the “documents to readers” issue. It has some limits. It concerns new documents only. This may appear to be an important limitation. But new documents are the ones that really matter. Granted, the rate of decay of the importance of old documents is discipline-specific. But more recent documents have links to older documents in the form of references. Awareness of new documents implies to some degree awareness of old ones. And knowledge of new documents is critical for academics to monitor whether their current work is not already done. Thus getting new documents to readers is the bulk of the academic awareness issue.

One way to help solving the academic awareness issue is to have selectors look through incoming documents, and then forward those that fall into a topic to a group of potential readers.  This is what I set up close to twenty years ago. I continue to work on this issue. In section 2, I will give a bit of history. In section 3, I discuss alternative approaches. In section 4, I discuss requirements for such systems. In section 5, I describe infrastructure that I have built. In section 6 I outline the current state of implementation. Section 7 is about sustainability. Section 8 concludes.
2. History
My main claim to fame is the creation in the 1990s of the RePEc digital library. It’s a digital library for economics. I was an academic economist at the time. I realized that the fledging Internet could be put to good use for scholarly communication. There were no online papers in economics until I come along and published the first one. But email lists exited at the time. These could enable a new current awareness system. There was a document source. The Department of Trade and Industry (DTI) of Her Majesty's government produced a publication called “Corej”. The title stood for “contents of recent economics journals”. Each issue of Corej had two parts. The first were photocopies of title page of journals received by the DTI’s library. The second were data about new working papers received by the library of the University of Warwick. This university library had an important special collection of economics working papers. They claimed that theirs was the largest on this planet. This list was typed and organized by broad Journal of Economic Literature (JEL) subject codes. I wanted to distribute this via email lists. The head of the collection, Geoffrey E Cleave, refused. That’s when I started on my own collection, which in turn, in 1997, became RePEc. In the early 2000s, the Warwick collection closed. 
In 1998, I decided to go back to the current awareness issue. I wanted to work on current awareness for the incoming documents in RePEc. I chose to work on working paper stock only. There are two reasons for this limitation. First, the publishing delay in economics is that long that any formally published paper is no longer new. Second, working papers are issued in collections that are not subject-specific. This makes current awareness more difficult as a subject-specific publication infrastructure does not exist. Thus I set out to build a system of subject-specific reports. Since I can not take the availability of JEL classification values as given, each report would be headed by a selector usually known as the report editor. Editors really work as selector, but the term “editor” has stuck. Each week they select what papers, drawn from the set of all papers are relevant to the subject of their report. Any human effort involved in the composition of the weekly set of new additions is be handled by a general editor. The first general editor was John S. Irons. The initial 1998 implementation used email only and asked editors to cut the non-relevant papers out of the email. 
In Krichel (2001), I set out ideas for a purpose-built web-based selection system. As RePEc had grown, the flow of new papers had grown as well. I foresaw that a time would come, when selecting papers by hand would be too much work for a volunteer selector. Dealing with the increased flow would require a sophisticated report issue production system. A first version of such a system was coded by Roman D. Shapiro in 2003. It is called “ernad”. That’s an abbreviation for editing reports on new academic documents. I designed the system. Krichel (2009) is the last version of the resulting specification. It is no longer current. In fact it is now severely out of date. In 2014, I started work on refactoring the ernad code. The aim is build a system that can handle various implementations. There is now a fledging second implementation, the neSoS system http://nesos.info. I am planning an implementation based on PubMed data to be called “Biomed news”. I will not go into the detail of specific implementations. I will make some general points.
3. Alternatives
There are, of course, other ways to run a current awareness service than having a bunch of selectors go through long lists of documents every week. A library can offer a service where subscribers can maintain a profile. When new documents appear in the library, the library services issues an alert. The problem here is for users to maintain an adequate profile of their interests. It can work in area when there are precise technical terms describing a subject. It can also work if there is a very finely-granulated subject-classification. Maintaining such a classification and applying it to all documents is a labour-intensive process. Even the National Library of Medicine needs several weeks. In practice, such systems have had limited success. 
4. Requirements

What do we need to run a human-based can be broadly classified into human labour, a technical installation and some raw material. The raw material is what I have been referring to as a digital library. For this purpose, a digital library is nothing more than a collection of document descriptions. As a minimum, each document must have a title, an identifier, and a link for further information. The latter may include a facility for full-text delivery. The title is anchor for that link. Finally, the library must try to ensure that each document has a different identifier and that the identifier is stable over time. Unfortunately, digital libraries don’t always get the identification process right. For example, the RePEc digital library is dealing with economics working papers. Often, if two co-authors are based at different institutions, the working paper is published in two different working paper series. RePEc will assign two different identifiers to these papers. For readers however, they are duplicates. Therefore some addition filtering schemes may be required to avoid sending duplicate documents. 
A second problem with the maintenance of a stock of recent additions is that they may not all be new. A publisher may decide to add a whole set of back data. It is a good idea to add a date to each record. But that is not sufficient. The meaning of that date must be fairly homogeneous across items. This meaning can be tough to ascertain. Think for example of the case of digitized historical materials. Thus the concept of newness is very much collection-specific. Thus we have a requirement that we need some common understand of what new actually means, within the confines of the digital library we set up our system.  
Moving on from the raw materials, let us move to the labour part.  We need selectors performing topic-specific selections. In NEP, we call them editors. It’s not the best term but the term has stuck. Editors work for free. Most of them are junior academics. They have to be on top of the latest research anyway. Their reward is name recognition. Anecdotal evidence suggests that some NEP editors have been doing well out their reports. Any service can grow as long as there are editors available for further reports. 
The selectors perform two tasks. One is required. The other is optional. The required task, T1, say, is to select the documents that go into the current report issue. Once the selection is made, an optional task, say T2, is to change the order of the documents.
The required task itself falls into two sub-tasks. And again the first is required and the second is optional. The required task T11 is to select documents that fall within the topic of the report. The optional task, T12 is to select the papers that go into the report issue from the ones are on topic. Both tasks can be, and may have to be, helped using sophisticated computational tools. If we have the right tools, then the work of the editors is relatively easy to do. I will discuss the infrastructure in the next section. 
The last requirement we have is a group of people that oversees appointment and dismissal of editors. In NEP, this group is called the “politburo”. Surely this is a management task. But if we want to do it thoroughly we need empirical evidence. The most interesting one is evidence suggesting that a selector does a bad job. To really ascertain that we would need other subject specialists who would study the selectors work and point out papers documents should not have been included and documents the editor has missed. But help from subject specialists is tough to find. One alternative specialist is not enough. We need several to build a convincing case that the selector is doing a bad job. In the complete absence of alternative subject expertise, there should be some way for quantitative indicators to replace the external subject expertise.  This is a subject for continuing research. 
5. Infrastructure 
This brings us to the topic of infrastructure. The infrastructure has three parts. One is internal. It is the production part that allows editors to compose report issues. The other is the external part. This part disseminates report issues. It also sets out a general web site.  The third part is instrumental. It allows placing advertisements into the subject report issues and on the web site. This is important for the financial sustainability. 
The current version of the ernad software partially implements all infrastructure requirements. Support for editors is the key to the internal infrastructure. I call this the production system. Selectors log in with their report handle using a password. Then they see a list of issues to work on. Upon selection of an issue, they look at the documents in the issue. They then select the relevant papers by topic, task T11. In the next screen, they select the papers to be put into the issue, T12. The decision support for T11 is called presorting. It is a key feature of ernad. Based on previous selections by the selectors ernad makes a forecast on what documents are most likely to be included at in the report. A presorted report issue has the documents in the issue sorted by that likelihood. The most likely documents are at the top. 
Presorting can come in two forms. The first form is full presorting. The second form is truncated presorting.
With full presorting, we present all documents in the new additions set to the selectors. Selectors have a choice. Either they work with a presorted issue or with an unsorted issue. Whatever their choice, they see the full list of new additions for the week, say. 
When the number of new additions may be very large, it may not be possible or not be interesting to show all of them in the web interface to the user. For example, an implementation of ernad on PubMed would probably involve 40000 documents. These could be paged, but nobody would go through all the pages. Thus all issues need to be truncated at a certain number of documents. This is truncated presorting. In this form, an unsorted report issues makes no sense as it would be truncated in an arbitrary way.  
Truncation involves two problems. First, we need to determine whether we use all the non-included documents for learning, or only those that the user has actually examined.  Second, and most importantly, at the opening of a report, we can not just hand over all the documents to the rookie selector. We need to pass a truncated list. This list can not be prepared using machine learning, because when we open a report, we have no training data. I have worked to implement what I call “seeding”. It involves a set of examples that the selector would create manually as part of the procedure to open a report. The features found in the examples can be used to build queries on the new addition list, using standard information retrieval algorithms. Then the scores for each query can be summed up for each document to get a document score. The document score can be used to rank the documents. The resulting list still has to be truncated.
The result of T11, select by topic is passed to T12
. This is the selection by non-topic. There no current support for task T12 built into ernad. For NEP, the main issue in T12 is to filter documents that are duplicates of documents that have already been announced. Krichel (2012) is a proposal on how the build a system that would highlight duplicates. This is not implemented. Without a decision supports system it is not realistic for selectors to remember past issued documents. Imagine a system that remembers past issued documents and that can compare them to current candidates for issue. Then the task of filtering duplicates is easy. However, non-topic selections may be based on other criteria. These could be that the selector does not think that the document is appropriate for the audience. Or the document may contain a survey. Thus it would contain no new results. The selector may not like this. This sort of “like” factor is something we can't write a decision-support system for.   
Now task consider T2, changing the order in the issue. Ernad fully supports this on a separate screen. Documents can be moved up or down using arrow buttons. Selectors can also assign numeric weights to documents and sort in ascending or descending order by the assigned weights. 
Finally the ernad production system allows previewing the issue in HTML and plain text formats, respectively. 
This concludes the part of the infrastructure that is for production, and leads directly into dissemination. Traditionally NEP reports have been circulated by email. There are two challenges with that medium. First, it is desirable to propose both text and HTML mail. For consistency, they should contain the same information. And the HTML part should look the same as the general web interface that the service is using, to achieve a coherent look and feel to the service. This fine-tuning of consistency is a lot of work.
6. The state of implementation
By construction, ernad can run independently on many digital libraries for many communities. Each is an ernad implementation. There are two running implementations, NEP and neSoS. And there is one in planning, “biomed news”. For each implementation there things in common with others and there are things that are different. The ernad software, as written now, uses Perl code for all the common components. All the implementation-specific components use XSLT. Basically, the production part of the ernad system is its own model-view-controller framework. The model is the XML data that represents a report issues. The viewers are XSLT style sheets. The controller is the Perl script that manipulates the report issues. A lot of these scripts use the DOM implementation of Perl that make calls to LibXML. Thus it would not be too hard to translate the scripts into another language. 
Learning works through support vector machines (SVM). Since feature selection is implementation-specific, I use XSLT style sheets to extract features from XML document data. There is support for recognising multi-term features from keywords expressions in the metadata. I have spent a lot of time devising a system that can reuse existing SVM model build on older training data. Model-building is done asynchronously. Thus presorting can be done very fast when a new addition set comes along. This implies that a large number of report issues can be presorted quickly. It is a matter of using existing models rather than building models for all reports at the time a new issue comes out. This also implies that we can use a lot of learning data without having to worry that the model building will take a long time given the large input. It is all done while the user is offline and while no new issue is pending. 
The current implementation still has limits. I already mentioned that duplicate detection is not done. The system uses Mailman mailing lists, but the extent of the branding only goes to the subscription page of Mailman lists. It does not extend to other pages let alone into the administrative emails that Mailman sends out.
7. Sustainability
Electronic mail is not the only way to disseminate subject reports. We can also use RSS, for example. NEP even provides Twitter feeds. They issue reduced document descriptions. But email is the best method. It reaches everybody. And we can incorporate advertising. Advertising conveys sponsor messages. NEP has an infrastructure sponsor who pays for the machine NEP is running on. In addition, NEP can accommodate issue sponsoring. This is where the sponsor’s message goes out to every report in a certain issue. NEP can also incorporate report sponsoring. This is where a sponsor’s message gets displayed in all issues of a certain report for as long as the sponsorship is being paid for. The combined issue and report sponsorship has raised about $3000 so far. This is a modest sum. But I have not been aggressively looking for sponsorship and NEP editors don't have much of an incentive to look for it. There is a limited audience to academic economics papers. Essentially they are other academic economists. One can imagine more lucrative systems. A system based on PubMed, for example, if it collects email addresses of medical doctors, could generate sponsorship from pharmaceutical companies. This could raise substantial revenues.
8. Conclusions
The systems we describe here are very difficult for librarians to understand. Librarians love to search. They have a hard time believing that there can be an information retrieval system that does not involve any searching at all. Instead of searching, it involves learning. When information needs stay constant, learning is more powerful than searching. Learning works through examples. Examples of what the user want to see contain more information about information needs than search strategies. Learning works best when the information need stays constant. The constancy of the information need is enforced by the static nature of the report topic. Let me give you an example. I ran a sos-rus report in neSoS on the topic of Russia. After a few trained issues, in the first place in the presorted document list, there appeared a document on the Komi republic. The document did not mention “Russia”, or “Russian” How does the algorithm learn find out that this paper is relevant? Well papers about Russia are written by Natasha, Sergey and Oleg etc, and these authors are rare on non-Russia papers. Also, papers about Russia talk about oil, gas, oligarchs, corruption, vodka... No user will take the time to enter all of these keywords in her search strategy. But a machine learning system can understand this from the examples. This is where the power of machine learning comes into play. It is time to put it to use in academic publishing systems.
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� I will use the term library here as an organized collection of metadata about documents. I know this is restrictive, but in the following I don't need anything more.


� The distinction between non-topic and topic selection is very important for the maintenance of accurate learning data. Learning data have to be fed all documents that are in the topic selection, Whether these have been included in the report issue or not does not matter. To understand that, consider the case where a selector finds a duplicate document. The editor would exclude it from the report. If the excluded document would be indicated as negative, the learning data would contain two documents with essentially the same features. One document would be negative. The other one would be positive. With such input any learning algorithm would get confused.


� Further readings are at http://nep.repec.org/literature.html





